Hashing:
Technique supporting insertion, deletion and search in average-case constant time. 

Operations requiring elements to be sorted (e.g., FindMin) are not efficiently supported
Hash table ADT:

· Implementations

· Analysis

· Applications
Hash Table

One approach
Hash table is an array of fixed size TableSize
Array elements indexed by a key, which is mapped to an array index (0…TableSize-1) 

Mapping (hash function) h from key to index

E.g., h(“john”) = 3
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InsertT [h(“john”] = <“john”,25000>

DeleteT [h(“john”)] = NULL

SearchReturn T [h(“john”)]

What if h(“john”) = h(“joe”) ?
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Hash Function
Mapping from key to array index is called a hash function
Typically, many-to-one mapping

Different keys map to different indices

Distributes keys evenly over table

Collision occurs when hash function maps two keys to same array index
Simple hash function 

h(Key) = Key mod TableSize

Assumes integer keys

For random keys, h() distributes keys evenly over table
What if TableSize = 100 and keys are multiples of 10?

Better if TableSize is a prime number
Not too close to powers of 2 or 10
Collision Resolution
What happens when h(k1) = h(k2)?

Collision resolution strategies 

Chaining: Store colliding keys in a linked list
Open addressing: Store colliding keys elsewhere in the table
Collision Resolution by Chaining

Hash table T is a vector of lists 

Only singly-linked lists needed if memory is tight

Key k is stored in list at T[h(k)]

E.g., TableSize = 10, h(k) = k mod 10, Insert first 10 perfect squares
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Collision Resolution by Chaining: Analysis

Load factor λ of a hash table T, N = number of elements in T, M = size of T, λ= N/M

Average length of a chain is λ

Unsuccessful search O(λ)

Successful search O(λ/2)

Ideally, want λ≈ 1 (not a function of N)I.e., TableSize = number of elements you expect to store in the table
Collision Resolution byOpen Addressing
When a collision occurs, look elsewhere in the table for an empty slot

Advantages over chaining

No need for addition list structures

No need to allocate/deallocate memory during insertion/deletion (slow)

Disadvantages

Slower insertion –May need several attempts to find an empty slot

Table needs to be bigger (than chaining-based table) to achieve average-case constant-time performance, Load factor λ≈0.5
Probe sequence: Sequence of slots in hash table to search

h0(x), h1(x), h2(x), …

Needs to visit each slot exactly once

Needs to be repeatable (so we can find/delete what we’ve inserted)

Hash function hi(x) = (h(x) + f(i)) mod TableSize

f(0) = 0

Linear Probing f(i) is a linear function of iE.g., f(i) = i

Example: h(x) = x mod TableSizeh0(89) = (h(89)+f(0)) mod 10 = 9

h0(18) = (h(18)+f(0)) mod 10 = 8

h0(49) = (h(49)+f(0)) mod 10 = 9 (X)

h1(49) = (h(49)+f(1)) mod 10 = 0

Linear Probing Example
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Quadratic Probing
Avoids primary clustering

f(i) is quadratic in i E.g., f(i) = i2

Exampleh0(58) = (h(58)+f(0)) mod 10 = 8 (X)

h1(58) = (h(58)+f(1)) mod 10 = 9 (X)

h2(58) = (h(58)+f(2)) mod 10 = 2
Quadratic Probing Example
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Double Hashing
Combine two different hash functions f(i) = i * h2(x)

Good choices for h2(x) ? 

Should never evaluate to 0

h2(x) = R –(x mod R) R is prime number less than TableSize

Previous example with R=7
h0(49) = (h(49)+f(0)) mod 10 = 9 (X)

h1(49) = (h(49)+(7 –49 mod 7)) mod 10 = 6
Double Hashing Example
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Rehashing

Increase the size of the hash table when load factor too high

Typically expand the table to twice its size (but still prime)

Reinsert existing elements into new hash table

Rehashing Example
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h(x) = x mod 7
λ= 0.57
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Insert 23

λ= 0.71









	h(x) = x mod 17λ= 0.29[image: image9.emf]


Extendible Hashing
Store hash table in a depth-1 tree
Every search takes 2 disk accesses

Insertions require few disk accesses

Hash the keys to a long integer (“extendible”)

Use first few bits of extended keys as the keys in the root node (“directory”)

Leaf nodes contain all extended keys starting with the bits in the associated root node key

Extendible Hashing Example
Extendible hash table

Contains N = 12 data elements

First D = 2 bits of key used by root node keys-2Dentries in directory
Each leaf contains up to M = 4 data elements- As determined by disk page size
Each leaf stores number of common starting bits (dL)
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Hash Table Applications
· Maintaining symbol table in compilers

· Accessing tree or graph nodes by name
E.g., city names in Google maps

· Maintaining a transposition table in games-Remember previous game situations and the move taken (avoid re-computation)

· Dictionary lookups- Spelling checkers, Natural language understanding (word sense)

